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Introduction

Part 1: The History of PCI Express

The PCI Express® (PCIe) interface is the critical backbone that moves data at high bandwidth 
between various compute nodes such as CPUs, GPUs, FPGAs, and workload-specific accelerators. 
The rise of cloud-based computing and hyperscale data centers, along with high-bandwidth 
applications like artificial intelligence (AI) and machine learning (ML), have pushed PCIe 4 to its 
limits. In this white paper, we will review the history of PCIe, take an in-depth look at the new 
PCIe 5 standard and explore key PCIe 5 applications like AI/ML. These applications require the 
higher bandwidth that PCIe 5 delivers to transfer massive amounts of data between chips and 
network interfaces.

Launched in 2003, the high-speed serial Peripheral Component Interconnect Express was 
designed to replace earlier PCI and PCI-X bus standards. PCI was built around a shared parallel 
bus architecture that saw the PCI host and all devices sharing a common set of address, data, 
and control lines. In practice, the shared bus topology meant that access to the older PCI bus was 
arbitrated and limited to a single master (at a time) in one direction. Moreover, older PCI clocking 
schemes limited the bus clock to the slowest peripheral on the bus, regardless of the devices 
involved in the bus transaction.
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In contrast, PCIe is based on a point-to-point topology paradigm, with separate serial links 
connecting every device to the root complex (host). This enables PCIe to support full-duplex 
communication between any two endpoints, without limiting concurrent access across multiple 
endpoints. Additional key PCIe improvements over its PCI predecessor include higher maximum 
system bus throughput, lower I/O pin count, optimized performance scaling for bus devices, an 
advanced error detection and reporting mechanism, native hot-swap functionality, and hardware 
support for I/O virtualization.

PCIe 1.0 – 2.1

PCIe 1.0a was introduced by the PCI Special Interest Group (PCI-SIG) in 2003. The first iteration 
of the new standard featured a per-lane transfer rate of 2.5 gigatransfers per second (GT/s). 
PCIe 1.1 debuted in 2005 with multiple optimizations, although the signaling rate remained 
unchanged. PCIe 2 – which was introduced in 2007 – doubled the transfer rate of its predecessor 
to 5 GT/s. The first two generations of PCI Express used 8b/10b encoding, so the data rate was 
80% of the signaling rate. This enabled a 16-lane PCIe connector (x16) to support an aggregate 
throughput of up to 16 gigabytes per second (GB/s). The PCIe 2.1 standard went live in 2009 and 
offered further optimizations.

PCIe 3.0

PCIe 3.0 debuted in November 2010. Offering a signaling rate of 8 GT/s, the updated standard 
featured a range of optimizations for enhanced signaling and data integrity. These included 
transmitter and receiver equalization, PLL improvements, clock data recovery, and channel 
enhancements for supported topologies. Another major enhancement was the move to very 
efficient 128b/130b encoding. Now the data rate was 98.5% of the signaling rate (for the balance 
of this white paper, we’ll ignore the small difference and assume the data rate is equivalent to the 
signaling rate). The 8 gigabits per second (Gb/s) data rate of PCIe 3.0 delivered x16 bandwidth of 
32 GB/s, a doubling over its predecessor even though signaling rate increased just 60%.

PCIe 4.0

PCIe 4.0 was first announced in November of 2011, with the final 4.0 specification released in 
June of 2017. With a top speed of 16 Gb/s, PCIe 4.0 delivered full duplex aggregate bandwidth 
of 64 GB/s, in a x16 implementation. However, in a world of exponentially rising data traffic, this 
performance is already starting to fall behind the curve. As network interfaces transition from 
100 Gigabit Ethernet (GbE) to 400 GbE in the not-so-distant future, 64 GB/s is simply not enough 
bandwidth.

https://en.wikipedia.org/wiki/PCI_Express#History_and_revisions
https://en.wikipedia.org/wiki/PCI_Express#History_and_revisions
https://en.wikipedia.org/wiki/PCI_Express#PCI_Express_1.0a
https://en.wikipedia.org/wiki/PCI_Express#PCI_Express_1.0a
https://semiengineering.com/pcie-5-0-a-key-interface-solution-for-the-evolving-data-center/
https://semiengineering.com/pcie-5-0-a-key-interface-solution-for-the-evolving-data-center/
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Part 2: PCI Express 5.0
PCIe 5.0 – which was finalized in 2019 – effectively doubles the data rate of its PCIe 4 
predecessor to an impressive 32 Gb/s. The resultant full duplex bandwidth of an x16 interface of 
128 GB/s is sufficient to support 400 GbE links. A 400 GbE link operating at full duplex requires 
800 Gbps of bandwidth to function optimally. Converted to bytes, this is 100 GB/s of required 
aggregate bandwidth that x16 PCIe 5 can comfortably support within its performance envelope. 
However, since the demand for bandwidth in the data center continues to increase, the 800 GbE 
announced in early 2020 will require another speed upgrade. This is precisely why the PCI-SIG 
has committed to a roadmap of doubling the data rate of the standard every two years.

Additional key PCIe 5.0 features include:

• Electrical changes to optimize signal integrity and the 
mechanical performance of connectors.

• Higher signaling rates that enable narrower links and support 
multiple applications in a variety of form factors.

• Support for high-end networking solutions (i.e., 400 GbE and 
dual 200 Gb/s InfiniBand solutions).

• Accelerator and GPU attachments for high-bandwidth solutions.
• The continued use of L1 sub-states to constrain power 

consumption during transmission idle periods. 

According to AnandTech, PCIe 5.0 with higher transfer rates will enable engineers to “rebalance” 
future designs between total bandwidth and simplicity by working with fewer lanes. Specifically, 
high-bandwidth applications will utilize a full x16 link, while slower hardware such as 40 GbE and 
SSDs can be implemented using fewer lanes. Perhaps most importantly, PCIe 5 serves as the 
technological cornerstone of additional interconnects. 

Compute eXpress LinkTM (CXLTM), supported by a broad consortium of hyperscalers, equipment 
OEMs, chip makers and IP suppliers, has emerged as a new enabling technology for 
interconnecting computing resources. CXL, now at the 2.0 generation, makes possible high 
speed, low-latency links with memory cache coherency between processors, accelerators, 
NICs, memory and storage. It leverages PCIe 5.0 for its physical layer harnessing the standard’s 
tremendous momentum and industry knowledge base.

https://semiengineering.com/pcie-5-0-a-key-interface-solution-for-the-evolving-data-center/
https://pcisig.com/pci-express%C2%AE-50-specification-progress-update-version-07-released-members
https://www.anandtech.com/show/14447/pcisig-finalizes-pcie-50-specification
https://www.rambus.com/blogs/pci-express-5-vs-4/#PCIe5-applications
https://www.rambus.com/blogs/pci-express-5-vs-4/#PCIe5-applications
https://en.wikipedia.org/wiki/Compute_Express_Link
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Part 3: PCIe 5.0 Applications
According to the PCI-SIG, doubling PCIe bandwidth is essential to meeting the demands of high-
bandwidth applications like AI/ML and networking.

As the image above illustrates, PCIe applications span the data center. Indeed, PCIe is used to 
connect NICs/Smart NICs to the CPU. As Electronic Design points out, SmartNICs (or DPUs), 
place computing close to the network and often boast high-performance FPGAs, workload-
specific processors, or even a blend of both. PCIe is also used to connect CPUs to GPUs or AI 
accelerators, NVMe storage devices to CPUs, and the host bus to external storage such as hard 
drives and SSDs. 
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AI/ML

AI workloads – including machine learning and deep learning – require a new generation of 
computing architectures enabled by PCIe 5. This is because AI applications generate, move 
and process massive amounts of data at real-time speeds. For example, a smart car generates 
around 4 TB of data per day, while AI/ML training model sizes continue to double approximately 
every 3-4 months. 

AI applications across multiple verticals demand significant amounts of memory bandwidth to 
support the processing of extremely large data sets. Moreover, unlike traditional multi-level 
caching architectures, AI applications require direct and fast access to memory. Additional 
characteristics and requirements of AI-specific applications include parallel computing, low-
precision computing, and empirical analysis assumption. Simply put, AI/ML workloads are 
extremely compute intensive – and they are shifting system architecture from traditional CPU-
based computing paradigm towards a more heterogenous/distributed computing model. With 
an aggregate link bandwidth of 128 GB/s in an x16 configuration, PCIe5 effectively supports the 
demands of bandwidth-hungry AI/ML applications.

Cloud Computing & Networking

Looking beyond AI/ML applications, the conventional data center paradigm is evolving due 
to the ongoing shift to cloud computing. Enterprise workloads are moving to the cloud: 45% 
were cloud-based in 2017, while over 60% were cloud-based in 2019. As such, data centers 
are leveraging hyperscale computing and networking to meet the needs of cloud-based 
workloads. Because the economies of scale are driven by increasing the bandwidth per physical 
unit of space, this new cloud-based model (along with AI/ML applications) is accelerating the 
adoption of higher speed networking protocols that double in speed approximately every 
two years: 100GbE ->200GbE-> 400GbE->800GbE. PCIe 5 effectively addresses the demands 
of cloud computing by supporting higher speed networking protocols as well as higher speed 
interconnects between system devices. The major server platforms coming in 2022 will use PCIe 
5.0 as their system interface.

https://semiengineering.com/accelerating-ai-and-ml-applications-with-pcie-5/
https://semiengineering.com/accelerating-ai-and-ml-applications-with-pcie-5/
https://semiengineering.com/accelerating-ai-and-ml-applications-with-pcie-5/
https://semiengineering.com/accelerating-ai-and-ml-applications-with-pcie-5/
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Part 4: Rambus PCIe 5.0 
Subsystem Solution
The Rambus PCIe 5.0 subsystem is a low-power, area-optimized, silicon IP designed with a 
system-oriented approach to maximize flexibility and ease of integration. It consists of a co-
verified PHY and digital controller providing a complete PCIe 5.0 SerDes subsystem.

PCIe 5.0 Interface Subsystem

The PHY consists of a hard Physical Media Attachment (PMA) designed with a minimal set of 
broadside controls and status pins, as well as a soft-configurable Physical Coding Sublayer (PCS). 
The Rambus PCIe 5.0 digital controller core supports endpoint, root port, upstream switch port 
and downstream switch port implementations. It is available with native and AMBA AXI interfaces.

Features 

• Complete SerDes subsystem solution with co-validated PCIe 5.0 PHY and controller
• PIPE 5.1-compliant interface for integration with 3rd-party PHYs
• Supports PCIe 5.0, 4.0, 3.0 and 2.0
• Duplex lane configurations of x1, x2, x4, x8 and x16
• 32, 16, 8, 5 and 2.5 Gbps SerDes support
• 1-8 Physical Function support
• SR-IOV support with up to 255 Virtual Functions Endpoint, Root Port, Upstream Switch Port, 

Downstream Switch Port, Bifurcation support
• 32, 64, 128, 256 and 512-bit core width support
• Flexible equalization algorithms
• Full Transaction Layer (TL) Partial TL and TL Bypass interface options available
• Comprehensive diagnostics and debug status
• AER, ECRC, MSI-X, MSI, Lane Reversal support, L1 PM sub-states, SRIS, ECC/Parity Protection
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Conclusion
The rise of cloud-based computing and hyperscale data centers, along with high-bandwidth 
applications like AI/ML, have pushed PCIe 4 to its limits. This is precisely why PCIe 5 doubles the 
data rate of its PCIe 4 predecessor to an impressive 32 Gb/s. The resultant full duplex bandwidth 
of an x16 interface to 128 GB/s supports 400 GbE links, as a 400 GbE link operating at full duplex 
requires 800 Gb/s of bandwidth. Converted to bytes, this is 100 GB/s of required aggregate 
bandwidth that a x16 PCIe 5.0 interface can comfortably support within its performance 
envelope. Unsurprisingly, design complexity increases with higher PCIe speeds due to a range of 
signal and power integrity issues. Working with an interface IP vendor such as Rambus, designers 
have access to a high-performance PCIe 5.0 subsystem solution that benefits from over 30 years 
of high-speed signaling expertise and nearly two decades of implementing PCIe solutions. 

https://go.rambus.com/pcie5-serdes-interface-solution-brief

